BRepertoire: a user-friendly web server for analysing antibody repertoire data

Christian Margreitter1, Hui-Chun Lu2, Catherine Townsend3, Alexander Stewart4, Deborah K. Dunn-Walters4 and Franca Fraternali1,*

1Randall Centre for Cell & Molecular Biophysics, King's College London, New Hunt's House, Guy's Campus, London SE1 9RT, UK, 2Cell and Developmental Biology, University College London, Gower Street, Bloomsbury, London WC1E 6BT, UK, 3Department of Immunobiology, King's College London, Guy's Hospital Great Maze Pond, London SE1 9RT, UK and 4Faculty of Health and Medical Sciences, University of Surrey, Guildford GU2 7XH, UK

Received January 31, 2018; Revised March 26, 2018; Editorial Decision March 31, 2018

ABSTRACT

Antibody repertoire analysis by high throughput sequencing is now widely used, but a persisting challenge is enabling immunologists to explore their data to discover discriminating repertoire features for their own particular investigations. Computational methods are necessary for large-scale evaluation of antibody properties. We have developed BRepertoire, a suite of user-friendly web-based software tools for large-scale statistical analyses of repertoire data. The software is able to use data preprocessed by IMGT, and performs statistical and comparative analyses with versatile plotting options. BRepertoire has been designed to operate in various modes, for example analysing sequence-specific V(D)J gene usage, discerning physico-chemical properties of the CDR regions and clustering of clonotypes. Those analyses are performed on the fly by a number of R packages and are deployed by a shiny web platform. The user can download the analysed data in different table formats and save the generated plots as image files ready for publication. We believe BRepertoire to be a versatile analytical tool that complements experimental studies of immune repertoires. To illustrate the server's functionality, we show use cases including differential gene usage in a vaccination dataset and analysis of CDR3H properties in old and young individuals. The server is accessible under http://mabra.biomed.kcl.ac.uk/BRepertoire.

INTRODUCTION

In recent years, the advent of new experimental techniques in the field of immune receptor sequencing has enabled researchers to obtain and analyse large collections (so-called repertoires) of immunoglobulin (Ig) genes. These datasets are representative of an individual's antibody arsenal and enable comparisons between individuals, e.g. to estimate differences in response intensities to a given event, or between time points. Studies of repertoires have provided novel information on normal human immune development (1), responses to vaccines (2) or infection (3,4), changes observed in autoimmune diseases (5,6) or allergy (7) and age-related differences in the immune system (8). The complementary-determining regions (CDRs) of both the Ig light and heavy chains, are particularly important to study because they are (as their name suggests) the preeminent factors which determine binding specificity. Ig sequence repertoire collections are minimally in the range of tens of thousands of sequences, thus requiring the application of computational tools and statistical models for analysis. A number of solutions have been developed, mainly to investigate V(D)J gene usage (9–16), clonotype clustering (10–12,14–16), diversity (9,10,13,14) and CDR length distributions of antibody repertoires. While some software is distributed in a stand-alone manner (12,14,15,17,18), or as R packages (10,11,13), other solutions are available as web servers (9,15,16) which offer the key advantage of direct utilization with little or no necessary preparatory steps. To the best of our knowledge, however, no other web server offers:

(i) BRepertoire's flexibility in data handling, (ii) Its wide-ranging support of physico-chemical properties and (iii) Power in terms of statistical analyses. The server makes minimal assumptions on the nature of the data provided. In particular and despite the name BRepertoire, it can be used for T cell and non-human sequencing data as well. The calculation and analysis of physico-chemical properties provides a representation of amino acid sequences (e.g. from CDRs) on a fundamental level by which chemical commonalities and differences between sub-partitions of the data can be easily observed. To assess these features, BRepertoire also supports the calculation of a set of statistical significances and effect size measures. Moreover, the use of clonotype clustering groups the observations into families of common
lineage in order to access the variety in a repertoire and identify sequences subject to clonal expansion, affinity maturation and class switching.

**MATERIALS AND METHODS**

**Server implementation and architecture**

The server has been implemented in R using shiny (http://shiny.rstudio.com) and various other R packages (21–23) (further packages are stated in the caption of Supplementary Table S1) to extend its functionality, most notably PeptideS (24) and effsize (https://cran.r-project.org/package=effsize). The open source edition of the shiny server software has been installed on a Linux machine, using an Intel CPU (2.8 GHz, four cores) and 16GB RAM. Currently, there is no explicit limit to the number of simultaneous users, except for the boundary imposed by finite computational resources (which will typically allow for four parallel sessions to run smoothly, depending on their respective demands).

**Description of functionalities**

A full list of the currently supported calculations and plotting capabilities in BRepertoire is available in Supplementary Tables S1 and S2. The server’s functions are grouped into three branches, please see Figure 1. In the ‘IMGT’ branch output data from IMGT/V-Quest (19) can be loaded and transcribed into a data table including the columns specified by the user. Moreover, existing tables can be merged using the annotation tab. The ‘Calculation’ branch offers the extraction of data from columns, the calculation of 23 physico-chemical properties and a clonotype clustering interface. Finally, the ‘Analysis’ branch implements data selection, filtering and grouping and seven analysis tabs, which can be selected from a drop-down menu. The following section gives insight into some of the more complex functionalities. For the two most resource-intensive functions, the clonotype clustering and the t-SNE analysis, we provide runtime and memory benchmarks (see Supplementary Figure S1).

**Clonotype clustering**

When B cells are activated (e.g. through infection or vaccination), some clones undergo clonal expansion making them much more prevalent in the dataset (see Supplementary Table S3). When analysing an individual’s repertoire, this poses a difficulty. For example, if one is interested in a certain gene distribution in a repertoire, a predominant clone would strongly distort the result. To overcome this problem, clonotype clustering can be applied to group the observations into families which are derived from the same ancestor by inferring relations among sequences. Currently, the following properties are supported: the frequencies of tiny (A, C, G, S, T), small (A, C, G, S, T, D, N, P, V), aliphatic (A, I, L, V), aromatic (F, H, W, Y), non-polar (A, C, F, G, I, L, M, P, V, W, Y), polar (D, E, H, K, N, Q, R, S, T), charged (D, E, H, K, R), basic (H, K, R) and acidic (D, E) amino acids in a given sequence of amino acids, the aliphatic index (27), the Boman (potential protein interaction) index (28), the pI (isoelectric point) according to EMBOSS (29), a hydrophobicity measure according to the Kyte–Doolittle scale (30), the instability scale index proposed by Guruprasad et al. (31) and the Kidera factors, a ten-dimensional framework combining various characteristics (32). These properties, which allow for the description of a given amino acid sequence on a fundamental chemical level, have repeatedly proven to be useful (1,33) and can be calculated for any column in the dataset holding amino acid sequences in single-letter code.

**Statistical analysis.** Typically, data is grouped into several samples (e.g. by patient, time points, tissues) to identify differences between them. This is often done by comparing the V(D)J gene usage but BRepertoire also provides the calculation of physico-chemical features (see above). The ‘Distribution analysis’ tab assists users in finding sample-specific features by providing a variety of statistical hypothesis tests and effect size measures. The user is able to specify subsets for comparison. Further details are reported in Supplementary Figure S3. For the analysis of the V(D)J gene usage distributions, we provide Kullback-Leibler divergence (34) and cosine similarity calculations.

**Input and output formats**

The server accepts IMGT/V-Quest (19,35) archives, tables in the comma-separated values (CSV) or tab-delimited formats as input (see Figure 1). The former may be obtained by uploading a set of DNA sequences to the IMGT/V-Quest server which performs a series of data annotations, including the assignment of V(D)J-genes, while for the latter a range of format options, such as the usage of quotation marks, can be specified. In order to load data pre-processed by other tools than IMGT, such as IgBlast (36) and MiXCR (17), the user should take care that these options are set appropriately (e.g. MiXCR produces tab-delimited output files). For all types of input, the current upload size limit is 256MB. For our own datasets, this relates to approximately 200 000 reads (including columns for annotation and calculated properties), a size that has been successfully processed by BRepertoire. Data calculated by the server can be downloaded as CSV files and plots may be retrieved as image files in the PNG format. The ‘Calculation’ branch attaches new features (such as the physico-chemical properties) in new columns at the rear of the input table. Results obtained from the ‘Analysis’ branch (such as output from statistical tests) can be downloaded as separate files if required.
Figure 1. BRepertoire’s workflow. The server consists of three branches, which can be used sequentially or independently from one another. Mandatory and optional steps and downloadable artefacts such as data tables and figure files are highlighted in green, red and blue, respectively. The ‘IMGT’ branch accepts IMGT/V-Quest input (19,20) and allows to combine selected columns into a data table. Calculations performed in the second branch (physico-chemical properties and clonotype clustering) can be of use in the ‘Analysis’ branch.

Tutorials and tooltips
In order to assist the user with their first steps, we provide three different kinds of tutorials, explaining the branches and tabs in detail: (i) a text-based tutorial, including screenshots of the interfaces, (ii) video tutorials, which allow users to follow the configuration of the interfaces step-by-step and (iii) a live tutorial. The latter represents a special mode of the server, that displays an additional interface on the left hand side of every tab. Once engaged, the user is able to navigate through the tutorial in a step-wise manner by clicking a series of buttons, which trigger actions described below these buttons. As the original interface remains fully functional, one might, in the course of the tutorial, try to alter some of the parameters to test their effect, e.g. by changing the clustering threshold. In addition, we provide tooltips next to most input elements, which show help-text messages once the cursor is hovered above them.

Use cases
This section describes a realistic selection of analysis steps applied to two genuine datasets abbreviated ‘vaccination’ (use case 1) and ‘PBMC’ (use case 2). A detailed description of these datasets is given in Supplementary Table S3. For both, sequences were submitted to the IMGT/V-Quest server (19) to retrieve information on gene usage and CDR3 regions which was then subjected to the ‘Analysis’ branch of BRepertoire. Note, that column names in the following section are encapsulated by double quote signs (""), while data levels / values in these columns are shown in monospace font to enhance readability.

Preparation. To obtain the physico-chemical properties used in these examples, the ‘Calculate’ branch of the server has been used. The "Select" and "Filter" tabs (Supplementary Figures S4 and S5) can be applied to reduce the dataset to certain columns and values (here, the following columns have been used: ‘Sample.ID’ (Day 0, Day 7 or Day 28), ‘Age.Group’ (Young or Old), ‘Vfamily’ (IGHV1 to IGHV7, V gene family), ‘Jfamily’ (IGHJ1 to IGHJ6, J gene family), ‘Pepstats.length’ (length of CDR3H in numbers of amino acids), ‘Isotype’ (A, M and G) and ‘Kidera1’ to ‘Kidera10’ (32)). Finally, in order to compare different subgroups of the data to one another, at least one grouping column has to be set (Supplementary Figure S6).

Use case 1: gene usage. A common analysis focuses on the combination of V(D)J genes in repertoires. Using the ‘Gene frequency’ tab the data can be searched for differences in gene usage. Using the vaccination dataset, we applied this functionality to depict the gene usage of the age groups (Young and Old) at the time-points before and one week after vaccination (Day 0 and Day 7). The (combined) ‘Vfamily’ and ‘Jfamily’ frequencies have been calculated and are shown in Figure 2, resulting in four 2D frequency plots (see Supplementary Figure S7 for the results on Day 28). At Day 0, the gene usage between Young and Old seems to be comparable. However, at Day 7 there is a shift in the Young group towards IGHV1-IGHJ6, IGHV1-IGHJ4, IGHV4-IGHJ3 and IGHV4-IGHJ4 usage, respectively. In contrast, the gene usage for the Old group changes only slightly. This weaker change might reflect the known impairment of elderly people to effectively produce antibodies in response to a given stimulus (37). This tab can also be used to generate one- and three-dimensional plots, see Supplementary Figures S8 and S9.
Figure 2. Gene usage plot (2D) showing the frequencies of gene families present in the repertoires studied at Day 0 and Day 7. The Young and Old groups are shown in orange and blue, respectively. The reported values are normalized, i.e. the values of each plot sum up to 100%. It is evident, that seven days after vaccination, a significant redistribution has taken place in the Young group, which is not matched in the older comparison group. Note, that gene family IGHV7 has been excluded from the analysis by using the filtering function because it holds only very few observations. A quantitative estimate of the difference is obtained by calculating the Kullback–Leibler divergence (34), the values are reported in Supplementary Table S4.

*Use case 1: CDR3H sizes.* To establish whether the repertoires of the Old and Young groups are affected in different ways by the vaccination, one might investigate the distributions of heavy chain CDR3 amino acid lengths (column ‘Peptide_length’). As shown in Figure 3A (a boxplot), the median and the spreads are similar for both age groups at Day 0. At Day 7, however, there is a considerable change in the distribution for the Young, resulting from the clonal expansion of cells with comparably smaller CDR3H lengths in response to the vaccine. For the elderly participants’ repertoires, there is an increase in the spread in both directions with only a slight change in the median. Using the ‘Distribution tab’, this change between Day 0 and Day 7 can be quantified to represent effect sizes (Cliff’s Δ (38), see Supplementary Figure S3) of 0.38 and 0.14 for the Young and Old groups, respectively. After 28 days, the Young group has completely returned to the original state while the Old group shows a small deviation. In Figure 3B (a multi-dimensional barplot), it becomes clear that the shift of the box observed for the Young group on Day 7 results mainly from a strong relative increase of clones with CDR3H lengths of 8, 9 and 10. Moreover, it is clearly evi-
Figure 3. The plots show the CDR3H lengths as frequencies for the Young and Old groups of the vaccination data set. The boxplot in (A) indicates the weaker response of the Old group at Day 7 and the longer abating time compared to the Young group (see main text for an interpretation). In (B), the same data are shown in a multi-dimensional barplot, with the length of the CDR3H and the respective day of sample collection on the outer and inner x-axis, respectively, and the relative frequency of the observations on the y-axis. The normalization has been performed using the ‘by all data in group’ setting, thus all bars of the Young and Old groups sum up to 100% for each day respectively, allowing a direct comparison. Only the lengths with a significant relative population are shown. For both plots, IGHV7 and CDR3H loops with a length over 35 have been excluded.

CONCLUSION

The analysis of high-throughput sequencing has paved the way for quantitative studies in immunology, where adaptive immune repertoires can contain millions of different variants of the receptor genes. Analysis of repertoires from individuals is now routinely possible and affordable, resulting in many useful applications in biology and medical research. The BRepertoire web server presented has been used to manipulate, analyse and visualize antibody repertoire sequence data from two different case studies that represent typical scenarios of interest in the study of immune responses, thereby proving its usefulness in the analysis of this kind of data. We demonstrate here that BRepertoire can be used to process and analyse data coming directly from IMGT/V-Quest, which is the international standard web software for parsing antibody sequence data. We also demonstrate the user-friendliness and versatility of the developed suite of tools, particularly in the statistical analyses of large-scale data and their visualization and comparison. The server is not limited to the analysis of specific features of repertoire-derived data, such as the V(D)J-
gene usage frequencies, but can be applied to any type of data (numerical, nominal, character strings) if grouped into subsets. BRepertoire offers a number of statistical tests, effect size measures (including Monte-Carlo permutation and Kolmogorov-Smirnov) and a variety of adaptable plots and analysis functions (including PCA, t-SNE, dendrograms, histograms, boxplot and barplots). The flexibility of these tools enables users to explore their data interactively rather than rely on predetermined outputs. Because almost all calculations can be performed in real-time and the results are shown immediately on the screen, the user can analyse complex data very efficiently and test a range of different input parameters quickly. To assist the user with the handling of the more comprehensive interfaces, we provide video-, text-based and live tutorials. The live tutorial familiarises the user with the server and the available workflows in a step-by-step manner using the sample input provided.

BRepertoire is freely available to all users, without any registration or login requirement. Any uploaded or generated data are only stored temporarily, as required by the server’s functions. New features and bug fixes will be bundled to new versions of the software as indicated by the version number (details are reported on the server’s ‘Releases’ page).

SUPPLEMENTARY DATA

Supplementary Data are available at NAR Online.

ACKNOWLEDGEMENTS

The authors would like to thank Prof. David Kipling, Prof. Ton Coolen and Dr Alexander Mozeika for fruitful discussions and advice, Emma Sinclair for feedback, Joseph C.F. Ng for generating the graphical abstract and Sophie Krecht for her help in deriving the video tutorials.

FUNDING

MRC/BBSRC Systems Immunology of the Lifecourse programme grant: MABRA ‘Multiscale analysis of B cell responses in ageing’ [MR/L01257X/1]. Funding for open access charge: MRC/BBSRC Systems Immunology of the Lifecourse programme grant [MABRA MR/L01257X/1]. Conflict of interest statement. None declared.

REFERENCES


