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Despite the fact that silicon
photonics has its origins in the
late 1980s and early 1990s (e.g.,
[1]–[3]), only in the last three years has
the field developed significant momen-

tum, so much so that we can expect an explosion of
applications and technical developments in the next
decade. Most promising are applica-
tions in the fields of optical intercon-
nects, low-cost telecommunications,
and optical sensors, perhaps includ-
ing disposable biosensors. These
applications have the common dri-
ving requirement of low cost. This requirement is likely
to be satisfied in part by the leveraging of vast silicon
microelectronics infrastructure, and hence, the involve-
ment of semiconductor manufacturers is the key to
advancement of low-cost silicon photonics.
Furthermore, it underlines the likelihood that technolo-

gy success will be based on a silicon plat-
form, since this is simply the most well-under-

stood and most studied material in modern tech-
nological development. Consequently, prior to dis-

cussing the advances in generic silicon photonic devices
in detail, it is instructive to consider these three poten-
tial application areas with the aim of putting the tech-

nological developments discussed
later in this article into context.

In addition to cost, a major driver
for optical interconnects is increased
bandwidth in a variety of applica-
tion areas, including rack-to-rack

(1–100 m), board-to-board (�50–100 cm), chip-to-chip
(�1–50 cm) and even intrachip applications. This is
because, even at small transmission distances, copper
interconnects become bandwidths limited above 10
GHz due to frequency-dependent losses, such as skin
effect and dielectric losses from the printed circuit
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board (PCB) substrate material. Furthermore, the situa-
tion is expected to be exacerbated above 10 GHz by
reflections and crosstalk effects [4, p. 115]. For intrachip
applications, the limitations are also associated with the
dimensional scaling of copper interconnects and the RC
time constant associated with the shrinking dimen-
sions. Hence, there is an industry-wide desire to reduce
resistivity and the dielectric constant within the inte-
grated circuit. These issues are compounded by the dif-
ficulty of realizing a suitable optical architecture for
intrachip applications, although a range of architec-
tures has been discussed (e.g., [5], [6]).

Consequently, while intrachip interconnects remain
the biggest challenge, the other applications are current-
ly regarded as more viable, with a view generally taken
that copper interconnects will probably become viable
for bandwidths up to 20 GHz [7] as designers find inno-
vative ways to extend the serviceable life of such com-
ponents. However, intrachip and other short-reach opti-
cal interconnects can be regarded somewhat differently.

Silicon photonics technology may first find applica-
tions in fiber-optic communication. Applications are
likely to be focused in the low-cost, moderate perfor-
mance parts of the network. These include areas in the
data center and enterprise as well as emerging optical
access networks. One notable emerging market is fiber
to the premises (FTTP) in the United States or the
equivalent fiber to the home (FTTH) in Europe. This
emerging market is still subject to change in terms of
accepted device and system protocols, although it is
clear that the demand is set to be extremely high and
the market is to be large. Since the nature of the market
is high volume and low cost, it is likely that low-cost
options will be essential, and hence, a mass-production
technology such as silicon photonics, while immature,
could have significant impact is in this area.

Silicon photonics could also play a key role in sens-
ing applications, notably biosensing. The mass produc-
tion element of a silicon photonics sensor is clearly an
attribute that would be attractive both to manufacturers
and users of the technology. However, sensor applica-
tions are somewhat different from the areas discussed
above, due to the plethora of very-low-cost passive opti-
cal technologies that compete in this space. One likely
application area for silicon-based systems is the so-
called lab-on-a-chip in which both reaction and analysis
take place in a single device. In the future, this could be
extended to include electronic intelligence, a natural
benefit to the sensor application area from continuing
advances in the telecom and optical interconnect areas.
Jokerst et al. [9] have considered the integrated biosen-
sor application areas in a host of material technologies.
They see silicon as a key material in this field but note
that the integration and miniaturization issues are the
secrets to the success. This is not surprising and is an
issue that is strategic to all application areas. Therefore,
the realization of low-cost intelligent sensors in silicon

photonics technology is likely to follow the evolution of
other application areas. Nevertheless, in the short term,
components of such systems will continue to evolve,
notably miniaturization of the sensing head itself. 

The cost reduction can also benefit analog optical
links and other microwave photonics systems. One of
the barriers against proliferation of microwave photon-
ics has been the high cost of components that meet the
demanding requirements of analog applications. Driven
by the large dynamic range in microwave photonic sys-
tems, components must exhibit low noise, high lineari-
ty, and high saturation power. Although silicon photon-
ics has enjoyed tremendous progress in the past five
years, it is still a nascent technology. In some cases, such
as silicon photodetectors (PDs), research has a longer
history, and the performance of these devices is
approaching their III-V counterparts. In other cases such
as modulator technology, it is less mature, and in the
case of the laser, an electrically pumped device is yet to
be demonstrated. The benchmark for silicon photonic
researchers has been III-V devices used in digital com-
munication. Consequently, even in the case of PDs,
issues unique to microwave photonics, such as linearity
and saturation power, have not been properly investi-
gated. To be sure, as device performance continues to
improve, more attention to analog performance will
undoubtedly be called for. In the meantime, passive sil-
icon photonic devices may find applications in wide-
band microwave signal processing. An example of the
micro ring resonator (RR), or micro-RR, is shown in
Figure 1. These structures have passbands separated by
the free spectral range of the filter, the latter being
dependent of the size of the ring. A microwave signal
that has been modulated onto an optical carrier can be
filtered with such devices. Current fabrication technolo-
gy makes it possible to realize optical quality factors of
105�106, a range that corresponds to passbands of 2–20
GHz at telecommunication wavelengths. Micro-RR can
also form cavities for silicon Raman lasers, as discussed
later in this article.

Light Emission
The creation of silicon light emitters and lasers has often
been considered as the holy grail of silicon photonics
because of its potential payoff as well as the significant
challenge posed by nature. The challenge has to do with
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Figure 1. A micro-RR. 
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bulk crystalline silicon being an indirect bandgap mate-
rial, which means that the upper and the lower electron-
ic states (conduction and valence bands) do not have the
same value of momentum (see Figure 2). Because the
photon of interest has negligible momentum compared
to that of the electron, the electron-hole recombination
needs to be mediated by emitting or absorbing a phonon
to conserve momentum. In the terminology of quantum
mechanics, this is a second-order process, which implies
that, although not forbidden, the probability of occur-
rence is extremely low. Such radiative recombination
events are rare, as characterized by a very long lifetime
on the order of 1 s. On the other hand, experimentally

measured carrier lifetime in silicon is in the millisecond
to microsecond range, depending on the impurity or
defect concentration. This suggests that radiative
processes in silicon are insignificant, and experimentally
observed recombination occurs through impurities or
defects. Such processes are nonradiative, where the ener-
gy is eventually dissipated as heat. A useful metric is the
electron-to-photon conversion efficiency given by the
ratio of nonradiative lifetime to total lifetime. This com-
putes to an efficiency of 10�3–10�6 for bulk silicon. In
contrast, in a direct bandgap III-V semiconductor, where
momentum is readily conserved during recombination,
the radiative lifetime rate is orders of magnitude higher

than in silicon. The radiative process is so
fast that, in a good-quality crystal, defect or
impurity-assisted nonradiative processes
cannot compete with it. This leads to a con-
version efficiency that is close to unity for
material such as gallium arsenide (GaAs).

While there have been numerous
approaches aimed at overcoming or cir-
cumventing this limitation, most belong
to one of three main categories: 

� overcoming the indirect band struc-
ture by using spatial confinement of
the electron

� introduction of rare earth impurities
as optically active dopants

� the use of Raman scattering to
achieve optical gain. 

In the following, we briefly review the
salient features of each approach, with the
understanding that the length limitation

of this article prevents us from citing most contribu-
tions to the field. A more comprehensive review can be
found in [10].

Quantum Confinement of Electrons
This concept exploits the fact that space and momentum
variables comprise a Fourier transform pair, similar to the
relationship between the frequency and time scale of
microwave signals. When a conduction electron is free to
roam the silicon crystal, its momentum is well defined.
Spatial confinement of the electron within a silicon
nanocrystal (NC) creates an ambiguity in the value of its
momentum, a phenomenon that is referred to as the
Heisenberg uncertainty principle. When the amount of
this momentum ambiguity approaches the initial momen-
tum mismatch, momentum conservation is relaxed, and
the efficiency of light emission increases. A thin film of sil-
ica (SiO2) impregnated silicon NCs is the most common
approach for confinement of electrons. In these structures,
the emission wavelength and efficiency depend on the
size of silicon NCs, which in turn is highly dependent on
the processing conditions. A typical spectrum is shown in
Figure 3 (dotted curve) [11]. The emission wavelength is
below the band edge of silicon, implying that the light

Figure 3. Emission spectrum of silicon NCs embedded in
a silica film (dotted); of Er in a silica film (dashed); and of
Er in presence of NCs, both embedded in a silica film
(solid) [11].

Figure 2. In a direct bandgap material, e.g. GaAs, electrons in the conduction
band recombine with the holes in the valence band, transferring their energies to
emitted photons. In an indirect bandgap material, e.g., silicon, the recombination
is mediated by absorption or emission of a phonon.
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produced cannot propagate in a silicon waveguide since
bulk silicon is opaque at these wavelengths. Another lim-
itation is that when the NC-embedded SiO2 is used as an
optical waveguide, the propagation losses will be high
due to light scattering from the NCs, which have a much
higher refractive index (3.5) compared to the SiO2 host
(1.5). This complicates the use of this technology in planar
lightwave circuits. Furthermore, questions linger regard-
ing the reproducibility of material in which optical gain
has been observed. 

Erbium Doping
Erbium (Er)-doped fiber amplifiers and lasers have
become successful commercial technologies to the
extent that such amplifiers are standard building blocks
of fiber-optic networks. Rendering silicon optically
active by doping it with Er proved to be unsuccessful
due to the limited solid solubility and the competition
from nonradiative processes, including back transfer of
energy from Er to silicon. Simply stated, it was found
that silicon is not a good host for Er ions. Since an opti-
cal fiber is made from silica, a common material in sili-
con microelectronics, Er-doped silica waveguides have
been the subject of extensive research. A typical lumi-
nescence spectrum is shown in Figure 3 (dashed line),
exhibiting emission centered in the 1.55-µm wavelength
band (C-band) [11]. Corresponding to the low attenua-
tion window of optical fibers, this is one of the most
important wavelength bands for optical communica-
tion. In addition, silicon is transparent in this wave-
length range; hence, such sources can be used along
with silicon waveguide modulators if the efficient cou-
pling of light from silica into silicon can be achieved.

Interestingly, if Er is introduced in a silica waveguide
that also contains NCs of silicon, then the emission of Er
is enhanced. This is shown by the solid line in Figure 3
and is attributed to the sensitizing action of silicon NCs
[11]. Absorbing the incident photon and thus becoming
excited, an NC that is in proximity of an Er ion transfers
its energy to the ion, which will then return to its
ground state by emitting a photon. This fortuitous phe-
nomenon holds promise for creating silicon-based light
emitters and amplifiers that operate in the 1.55-µm
wavelength band. In Figure 3, the satellite peak at
1.1 µm is due to other transitions in the Er atom. 

An apparent disadvantage of silica as a host for Er is
that, being an insulator, it cannot be electrically pumped
using an integrated diode. An innovative method being
used to address this is by embedding the Er and NC
containing silica within a metal oxide semiconductor
(MOS) junction, where silica comprises the oxide region
[11]. At sufficiently large voltage, electrons tunnel
through the oxide and excite the NC. Silicon light-emit-
ting diodes (LEDs) have been demonstrated with this
technique; however, lasing has not been achieved. The
device reliability issue, caused by the presence of hot
electrons, has been a concern, although improvements

are expected with further design refinement. Two
important barriers exist on the path toward an injection-
type laser. The first is the free carrier losses in silicon
NCs, a phenomenon that needs to be studied further.
Second, it is not clear if high enough current densities,
sufficient for lasing, can be achieved in a MOS diode. 

Raman Scattering
The use of Raman scattering to overcome the indirect
band structure of silicon was proposed in 2002 as an
alternative to the approaches described above [12]. The
advantage of this technique is the ability to use pure sil-
icon without the need for NCs or Er doping; therefore,
it is fully compatible with silicon microelectronics man-
ufacturing. The traditional limitation of the Raman
approach is that it cannot be electrically excited and
requires an off-chip pump. On the other hand, given the
fact that the foremost problem facing the very-large-
scale integration (VLSI) chips is power dissipation, hav-
ing the laser off-chip may be an advantage, since diode
lasers and their driving circuitry are the main sources of
power dissipation in an optical transmitter. Another
advantage of Raman devices is that although they are
optically pumped, they can be modulated directly using
an integrated diode. The mechanism of modulation
here is similar to those of silicon optical modulators
wherein injected carriers modulate the optical absorp-
tion of the silicon. Raman scattering in semiconductors
is a purely quantum mechanical effect, and its explana-
tion is beyond the scope of this article. Fortunately, there
exists a much simpler macroscopic model that provides
an intuitive picture of Raman scattering. In the sponta-
neous scattering, thermal vibrations of lattice at fre-
quency �v (15.6 THz in silicon) produce a sinusoidal
modulation of the optical susceptibility. The incident
pump field induces an electric polarization that is given
by the product of the susceptibility and the incident
field. The beating of the incident field oscillation (�p)
with oscillation of the susceptibility (�v) produces
induced polarizations at the sum frequency, �p + �v
(which is an anti-Stokes frequency), and at the differ-
ence frequency �p � �v (a Stokes frequency). In the
stimulated scattering that is responsible for amplifica-
tion and lasing, the interaction of the pump and Stokes
waves produces a driving force for atomic vibrations
that enhances the transfer of power from the pump to
the Stokes wave. In an amplifier, an incident beam is
amplified at the expense of the pump beam. In a laser,
the spontaneously generated Stokes photons are reso-
nantly amplified inside a cavity and produce a strong
beam of light at the Stokes wavelength when the gain
equals or exceeds the round-trip loss.

The Raman approach to silicon photonics has been
extremely successful since its inception. It has recently
produced the first silicon lasers and optical amplifiers
[13]–[15]. The main contribution of the Raman
approach in the near term will be optical amplification.
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Owing to the high index contrast between a silicon
waveguide and its surrounding medium (air or SiO2),
any finite surface roughness results in significant scat-
tering losses. Consequently, silicon waveguides are
characterized by losses in the range of 0.1–3 dB/cm
depending on dimensions and processing conditions.
These, along with the fiber-to-waveguide coupling
losses, have limited the extent of on-chip integration
that can be achieved. With the ability to amplify the
light, many optical devices could be cascaded, bringing
the field closer to the vision of photonics circuits that
boast a respectable level of complexity. 

Silicon-Based PDs and Next-Generation Devices

Photodetectors
Silicon-based PDs are commonly used for applications
that operate in the visible spectrum (i.e., 0.4–0.7 µm)
due to their near-perfect efficiency at these visible
wavelengths. However, most communication wave-
lengths are centered in the near-infrared wavelengths
of 1.31 and 1.55 µm, a region where silicon is a poor
detector. Figure 4 shows the experimentally deter-
mined absorption coefficients for various bulk materi-

als [16], [17]. Since silicon doesn’t absorb well in the
near-IR range (i.e., 1.1–1.6 µm), typically indium GaAs
(InGaAs)-based devices are preferred for communica-
tion applications. To improve the performance of sili-
con-based detectors, the most common approach is to
introduce germanium (Ge) to the material system to
reduce the bandgap. The effect on the absorption coef-
ficient and penetration depth, defined as the distance
that light travels before the intensity falls to 36% (1/e),
is also shown in Figure 4. Note that the data in Figure 4
represents unstrained bulk material with no voltage
applied. By introducing strain or electrical bias, it is
possible to extend the curves to longer wavelengths.
This is very important for detection at 1.550 µm, where
even a pure Ge film with the appropriate strain or bias
could potentially be shifted to reduce the penetration
depth to acceptable values.

There are various types of PDs, including p-i-n-based
devices and Schottky or metal-semiconductor-metal
(MSM)-based detectors [17]. Both offer different perfor-
mance tradeoffs and processing requirements that,
depending on the application, will determine the type
of device that should be used. MSM-based devices,
because of the metallization patterning, offer a more 
planar-based design, which could lead to higher yield. In
addition, MSM-based devices, due to the metal finger
spacing being smaller than for a vertical p-i-n device,
allows for much shorter transit times and thus much
higher bandwidths. However, the metal fingers of the
MSM device often occupy 25–50% of the surface area,
which leads to lower effective responsivity.

There are three key parameters for Ge on Si PDs.
They are the tradeoffs between dark current, band-
width, and responsivity [18]–[20].

Dark Current
Silicon, due to its pure crystalline material quality and
excellent passivation properties, results in high-quality,
very-low-dark-current PD devices. However, the intro-
duction of Ge with silicon will add some significant com-
plications. Since the lattice constant of Ge is 4% larger
than that of Si, this lattice mismatch will introduce strain
in the Ge film when it is grown epitaxially on Si. This
strain, when relaxed, will lead to misfit dislocations that
in turn lead to threading dislocations (TDD) and will

degrade device performance.
This typically presents itself as
dark current (noise) in the PD.
Figure 5 is a schematic of how
lattice mismatch between Ge
and Si leads to misfit disloca-
tions. In addition to strain, there
exists no good passivation mate-
rial, which further adds to the
likelihood of increased dark cur-
rent. Significant processing tech-
niques combining temperature

Figure 5. Diagram showing lattice mismatch of 4% between Si and Ge leads to misfit
dislocations that degrade detector performance.

Figure 4. Absorption coefficient and penetration depth
of various bulk materials as a function of wavelength.
The green lines mark typical wavelengths for telecom-
munications windows of 1.310 and 1.550 µm.
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anneals and passivation processes will be needed to pro-
duce high-quality, low-dark-current devices. 

Bandwidth
The bandwidth of a PD can be limited by the transit
time required for the photocarriers to travel from the
junction region to the contacts or the RC time constant
of the device. Typical PDs do not have a deep extend-
ing electric field, so the carriers will slowly diffuse up,
causing a significant low-frequency component to the
response. Key to detector design is to eliminate the
slow diffusion current by using very thin films that can
be fully depleted to prevent the generation of diffusion
current or effectively reducing the diffusion length of
minority carriers. This is often done by using a second
(and deeper) p-n junction to pull out the slow carriers
before they can reach the junction or by introducing
recombination sites near the depletion region to elimi-
nate the slow carriers. The collection of the much faster
drift current is then optimized by keeping the depletion
width as thin as possible, as determined by the pene-
tration depth. If the penetration depth can be kept
below 2 µm, the transit time alone could support a
bandwidth of 10 Gb/s or higher [21]. 

Responsivity
The responsivity is the ratio of collected photocurrent to
the optical power incident on the detector. Responsivities
for commercial III-V PDs are typically close to 0.8 to 0.95
A/W. Responsivity typically increases as the absorption
coefficient increases. Ge-based PDs can have responsivi-
ties as high as III-V PDs but usually at the expense of
bandwidth and dark current performance. 

For normal incidence PDs, the electrical and optical
parameters are coupled. Maximizing the absorption by
making the layers thicker results in a reduction in band-
width due to transit time needed to travel through the
absorption material. If one produces a waveguide-based
PD (see Figure 6), one can minimize the transit time but
at the expense of lengthening the detector to increase the
responsivity. This inherently results in a larger capaci-
tance device, which must be carefully optimized for
bandwidth. However, the big advantage of the wave-
guide-based approach is the fact that it is a planar
device, so it is very suitable for integration with other
photonic devices in a silicon-on-insulator (SOI) platform.

Issues Related to Integration of Ge with Silicon
The amount of Ge required for efficient photodetection
is dependent on the wavelength. If detection at 1.31 or
1.55 µm is desired, then very high (>50%) Ge concen-
trations are needed. This concentration is significantly
higher than those found in SiGe heterojunction bipolar
transistors (HBTs), and as a result, new integration
issues have to be overcome within the fab.

Chemical stability will be an issue for films with
high Ge concentration. Since Ge does not form a stable

oxide like silicon when exposed to oxidizing chemicals,
the SiGe films tend to be susceptible to corrosion dur-
ing wafer cleaning and polishing. Thus, special pro-
cessing modules will need to be developed to accom-
modate for the difference and maintain the integrity of
the SiGe films.

Furthermore, since most useful strained Si1�xGex
films are metastable with respect to defect formation,
exposing the wafer to high temperatures after growth
can be problematic. Certainly, long times at tempera-
tures above the growth temperature (550–650 ºC)
should be avoided. Higher temperatures might be pos-
sible for short times, such as in rapid thermal anneal-
ing, but this is conditional on the film quality.
Amorphorus, polycrystalline, or relaxed single-crystal
films will not have this temperature limitation.

A survey of the latest literature highlights the fact
that pushing performance in one parameter comes at
the expense of lower performance of the others. Jutzi et
al. have shown very high B/W in excess of 39 GHz but
with poor responsivity [20]. High responsivity can be
achieved, but at the expense of bandwidth. For SiGe
detectors to be competitive, one must achieve band-
widths of 10 GHz or higher, a responsivity near 0.5
A/W, and dark current ideally below ~100 nA.
Achieving all these performance requirements simul-
taneously will be a key challenge for the commercial
viability of SiGe-based PDs.

Next-Generation Devices
We now look ahead at two next-generation optical
devices in silicon, which focus on size reduction and
possibly new functionality: RRs and photonic band gap
(PBG) devices. Optical RRs are useful components for
multiplexing, switching, wavelength filtering, and
modulation. The key performance characteristics of the
RR include the free-spectral range (FSR), the finesse (or
Q factor), the resonance transmission, the extinction
ratio (ER), and polarization performance. Figure 7 is a
simple diagram explaining how a RR operates.

For such designs, resolution and optical lithograph-
ic critical dimension (CD) control are all important to
the success of the devices. In the case of Si-based RRs,

Figure 6. Cross section of waveguide-based SiGe p-i-n PD. 
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